
Since the action space is continuous, we 
employ the Deep Deterministic Policy 
Gradient (DDPG), a model-free off-policy 
actor-critic algorithm.
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  Abstract 
In this project, we adopted model-free reinforcement learning to improve music recommendation 
system by modeling user’s behavior during a music session as a sequential decision making 
process. In order to accommodate tens of thousands of different songs, we assume the action space 
where we choose a song to be continuous. Our main learner, a deep deterministic policy gradient 
network, successfully mined a policy that is significantly better than random guessing. We also 
experimented with several schemes of autoencoders, which can potentially be extended to compress 
the full history of a certain user in future research.

Traditional recommender systems are structured in 
a relatively simplified way, such as filtering based 
on recent history or as classification problems. 
These streams of thoughts overlook the 
dependency of consecutive observations. 
The success of reinforcement learning in other 
areas has ignited interests in the context of 
recommendation. In this project, we contributed to 
this emerging field of research by modeling music 
recommendation as a sequential decision making 
problem. We removed the cap on the number of 
candidate songs by creatively assuming a 
continuous action space and trained a Deep 
Deterministic Policy Gradient (DDPG) agent.

● Autoencoders: compress the history along 
time dimension and feature dimension 
● DDPG network: learn recommendation policy.
● Can be extended to compress varying-length 

input along time dimension 
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In order to focus on model development, we 
sampled 2 million records from the dataset [1] 
we received from our client, Spotify. We 
sampled from 300 data files (60G) using a 
uniformly sampling technique that chooses 
every data file evenly and fairly. Here are 
summary statistics of the process.
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Before After

Number of records 600 G 368 MB

Number of Sessions 17M (60G) 106,375
(376MB)

Number of Songs 20M 281,185 

Actor update:

Critic update:
 

● Interaction with environment
Use nearby state-action pair in the data to 
approximate user response. 

Find data 
close to 
(s,a)

Total MSE 0.0111

Pretrained layers MSE 0.0018

Response Accuracy 0.8889

We have two alternative structures for compressing 
user’s history (defined as the past 5 steps).
In the first structure, the inputs of LSTM include 
information from both continuous song features and 
categorical user response.

In the second structure, pretrained layers only compress 
song features. User response is directly concatenated at 
the end.

Due to lack of a real time environment, we use 
part of the data set as a simulated environment. 
We compare model performance to the 
benchmark non-skipping percentage measured 
from similar states.

We run 15 steps in each episode, which 
corresponds to the session length. The 
maximum score the recommender system can 
accumulate from our truncated music sessions 
is 15. For most states, the not-skip behaviour 
takes up 30% of the data, which translates to a 
benchmark score of around 5. As we can see 
from the result,  upon training on merely a few 
hundreds episodes, our agent showcases much 
better performance than this benchmark. 
Future study can extend on our research by 
improving the feature compression step to 
incorporate varying-length user history.


